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Chapter 1
Introduction

The DataBee software is designed to create referentially correct subsets of
large Oracle databases.

1.1 Why Create Database Subsets

The demands of business today are such that the size and complexity of
databases is continually increasing. Coupled with this ever increasing size is
a continuing need for new applications to process the data. Therein lies the
problem. Once a database exceeds a certain size it becomes very expensive
(in both money and time) to provide full size copies of the original database
for the purposes of development, testing and training. For example, consider
the cost - just in time - to replicate, test against, backup or recover a full
sized copy of your production system and add to this the costs of storage and
backup media.

Many organizations resolve this problem by creating far fewer copies (often
only one) of the production database than are really needed and then ask the
development and testing teams to share its usage.

Needless to say, the database sharing approach quickly becomes an exercise
in diplomacy. The trouble soon starts: the developers collide with one
another, the testers overwrite each others data and everybody squabbles
because they have to wait for a time slot.
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Figure 1.1 - The Test and Development Teams would Meet Every Monday
Morning to Discuss Database Allocation1.

Databases required by training or application development teams rarely need
to be full size - in fact full size databases can be a drawback. Often, all that is
required is a smaller version of the database that faithfully replicates the
structure and content of the larger database. Truth be known - developers,
testers and trainers don't like to work on full size copies of production
databases as it slows them down. They also hate sharing.

Development and testing teams need small copies of the production
database. Creating these small databases manually can be complex - it is not
good enough to populate a smaller database with a sample of data taken
randomly from each table. To do so might provide a database smaller than
the original by the desired amount, but the data would be meaningless. For
example, such a database might have invoices without customers, customers
with no addresses and so on.

1 OK, it’s really a painting by Paul Ivanovitz in which the Roman 14th Legion and a committee of Germanii
tribesmen meet to discuss resource allocations east of the Rhine in AD 9.

Important Point: Small versions of large Oracle databases must be far
smaller than the original and yet still form a self-contained system
composed of data that is relevant, interrelated and complete.
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Chapter 2
DataBee Architecture

The DataBee architecture has been carefully designed to provide a maximum
of speed and flexibility in the creation of subset databases.

As implemented, the DataBee architecture requires minimal modifications to
the Oracle database server, inherently supports every Oracle database
version and operating system platform. DataBee provides a complete end-to-
end process for the creation of referentially correct subset databases.

2.1 Design Philosophy

DataBee is designed to support the actions you need to perform in order to
create referentially correct subset databases. This section presents a basic
overview of subset database creation procedure and also summarizes the
basics of DataBee operation. A complete listing of the criteria underlying the
DataBee design philosophy is given in Appendix C.

2.1.1 Table Relationships

Tables in Oracle schemas are related to other tables via common columns
called join columns. For example, if Table A contains invoices, then each
invoice row in Table A must somehow be related to a customer row
contained in Table B. When creating the subset environment, the customers
appropriate to every invoice must be present. If the customer rows are not
present, the database will not be referentially complete and users of the
subset environment could reference an invoice that has no known customer
entry.

Of course, the customer rows placed in Table B to support the rows in Table
A in will be involved in their own relationships - perhaps to Table C and
Table D. This means that for every row placed in Table B, referential
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correctness requires supporting rows to be present in Table C and Table D.
The relationship chain continues with Tables C and D having their own
dependencies. It often happens that circular paths develop and Table D could
require supporting rows (invoices) to be present in Table A. The circular
path problem is only one of many data issues associated with the creation of
referentially correct subsets which serve to complicate the procedure. Space
considerations prohibit a detailed discussion of these issues in this guide.
The Test Database Generation and Management white paper available from
the DataBee web site discusses, in considerable depth, the technical issues
which must be overcome to create a usable Oracle database subset.

When you create a subset database with DataBee you select a Driver table
upon which the subset is focused. The only rows explicitly specified (by
you) from the full size database are the rows that are used to populate the
Driver table. Rules which represent relationships between the tables are used
to automatically extract the required supporting rows from the remaining
tables.

Because the rows in the tables of the subset schema are related (directly or
indirectly) to the rows which were initially selected for the Driver table, the
subset database forms a referentially related and complete unit.

2.2 Subset Creation Theory

Given that DataBee requires rows to be explicitly specified only in a Driver
table and uses rules to identify the remainder, it can be seen that the process
of creating a subset database can proceed in clearly defined stages.

2.2.1 The Extract Stage

During the extract stage, the rows required in the subset are identified.
Oracle provides a unique row identifier (called a ROWID) and these are
collected for each required row. Interestingly enough, the actual data content
of the rows is never transported to the PC in order to identify the required
rows. Here’s how the process works:

Important Point: With DataBee you only explicitly specify the content
of a few (usually one) Driver tables. Relationship rules are used to
identify the referentially relevant required rows in the remaining
dependent tables.



6

1. Identify all of the required rows from the Driver table. Behind the
scene this is just a simple statement along the lines of: SELECT ROWID

from TABLEA WHERE <user specified WHERE condition>.

2. Once the required ROWIDs for Table A have been acquired. Look
through the list of rules for all relationships in which Table A is a
parent. Once a rule has been found, use the newly acquired ROWIDs
for Table A to extract the dependent ROWIDs for the child table. This
is also a simple SQL statement along the lines of: SELECT ROWID
from TABLEB WHERE TABLEA.JOIN_COL = TABLEB.JOIN_COL and

TABLEA.ROWID=<one of Table A’s ROWIDs>.

3. When all of the rules for Table A have been processed for all extracted
ROWIDs then process Table B in exactly the same way. Use the rules
and ROWIDs for Table B and retrieve the rows for the dependent
child tables of Table B.

The extraction process repeats in an iterative manner until each table has no
outstanding unprocessed ROWIDs. In order to improve efficiency and sift
out duplicates, DataBee actually performs a much more complex variant of
the above procedure - but fundamentally the concept is the same. Once the
extract is complete, DataBee will have a complete list of the ROWIDs
required for each table. The set of extracted ROWIDs will be referentially
correct according to the supplied rules because all rows are derived either
directly or indirectly from the Driver table rows.

2.2.2 The Load Process

After the extract stage is complete, the rows required in the subset database
will have been identified. The next requirement is to load these rows into the
target subset environment. Note that at no time during the extraction has the
actual row data been copied or moved by DataBee – only the required
ROWIDs are discovered. The contents of the rows are not required by
DataBee in order to make the extract process work. You might care to
review the previous section in order to confirm this to yourself.

Important Point: The DataBee extract process consists of collecting
Oracle ROWIDs for the required rows in each table. The extraction rules
are processed iteratively until each table contains the required supporting
rows.
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In its simplest form, the load stage consists of using the ROWID to pull the
required rows from the source schema through a database link (or by direct
schema-to-schema copy) into the target schema. The SQL for this procedure
executes in the target environment and looks something like: INSERT into

TABLEA (SELECT * from TABLEA@SOURCEDB where ROWID=’<rowid>’.
DataBee actually performs a more complex variation of this basic theme for
speed and efficiency reasons.

As with the extract stage, at no time during the load process is the DataBee
software on the client actually required to handle the actual data. All of the
data transfer is done via standard Oracle technologies and only the absolute
minimum of the required data is transferred.

2.3 The Subset Creation Stages

It can be seen that the subset creation process is readily divisible into two
separate stages: Extract and Load. However, the extract stage also requires
prior knowledge of the table relationships in the schema, encapsulated as
rules, in order to perform its operation. The collection of rules and schema
information that controls the extract stage is called an extraction set.
Extraction sets must be designed and tested before they can be used to create
subset environments – this implies an extraction set Development stage as
well. A subset is only as good as the rules that define it.

Experience suggests that the development of extraction sets is much
improved by the prior addition of a Planning stage in which the goals and
focus of the resulting subset environment are defined.

Important Point: The DataBee load process consists of using the
collected ROWIDs to pull the required rows from the source schema
through a database link (or direct copy) into the target schema. The row
data travels from the full size source database to the target subset via the
most direct server-to-server route.

Important Point: Extraction rules (called an extraction set) are unique to
every schema structure and each schema will require its own collection
of rules. These rules must be built for each schema and this necessitates a
Development and Planning Stage. The development of an extraction set
for a schema is usually a one time process after which the extract and
load of a subset environment becomes a simple push button operation.
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Finally, there is the issue of the creation of the subset environment structure.
The subset schema will need to be built and must contain copies of the full
size schema objects (tables, indexes, views, packages etc.). This necessitates
a Build stage. The build stage is not as straightforward as it initially appears.
For reasons that will be discussed in more detail later in this document, it is
rarely satisfactory to create the subset schema using a simple export and
import with the ROWS=N option.

2.4 The DataBee Applications

In the previous section, the five stages of the subset creation process were
defined. These stages are:

1. Planning the extraction set.
2. Developing the extraction set.
3. Extracting from the full size schema.
4. Building the target schema.
5. Loading the subset schema.

Each of the stages involved in the creation of a subset database is quite
distinct and requires a unique set of tools. Rather than implement DataBee in
a single large monolithic application which attempts to perform all functions,
a deliberate design decision was made to manage each stage with a separate
application module.

The use of smaller modules, specifically targeted to the actions required at
each stage of the subset creation process, rather than one large “do
everything” application greatly simplifies the DataBee user interface. Tools

Important Point: The subset schema will need to be built and must
contain copies of the full size schema objects (tables, indexes, views,
packages etc.). This necessitates a Build stage in which actual structure of
the subset environment is constructed.

Important Point: The stages of the subset creation process are handled
by separate DataBee applications.
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One issue of note is SQL*Net V9 connectivity. As discussed in Chapter 2
(DataBee Architecture), the DataBee software is based entirely on the client
PC - there are no server side components to install. The PC must be able to
connect via SQL*Net to the Oracle databases with which it will interact. For
reasons of stability and to provide support for advanced features the Oracle
supplied SQL*Net V9 connectivity software is the minimum version
required by DataBee. Older SQL*Net V8 networking software cannot be
used with DataBee. The Oracle SQL*Net V9 (or higher) client networking
software is installed by default with Oracle supplied products such as Oracle
Enterprise Manager, Designer and Developer.

You should test the ability of the client PC to connect to the proposed source
and target databases via a simple SQL*Plus connection attempt. If a
connection cannot be successfully made you will need to investigate the
problem. Usually the issue lies with the TNSNAMES.ORA file on the PC or
some other similar connection misconfiguration.

3.2 Installing the DataBee Software

The DataBee software installs in minutes. The actual installation presents a
series of panels which walk you through the process. Some of the panels
request information from you (such as the desired installation directory) in
order to ensure that the installation conforms to your requirements.

To install DataBee, place the self extracting DataBee installation executable
in a temporary directory on your PC and click on it to activate the
installation Wizard.

3.3 Installing the DDL Wizard Software

The DDL Wizard software is a free software tool released by Net 2000 Ltd.
and is designed to simplify a troublesome task which frequently occurs when
creating subset databases.

The DataBee software contains everything necessary to extract the data from
the full size source schema and load it into the target. DataBee does not,
however, build the structure of the target schema. The subset schema will

Action: Install the DataBee software in a directory of your choice.
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need to be built and must contain copies of the full size schema objects
(tables, indexes, views, packages etc.). It is rarely sufficient to create the
smaller schema with a simple export and import with the ROWS=N option. The
exported tablespaces and extents will all remain sized appropriate to the
large original schema. Because of the large extents, importing the schema
objects without modification will usually not result in a significant saving of
disk space. The extent sizes of the objects must be much reduced in a way
that is appropriate to the new size of the schema. Another issue is the
number of tablespaces. Frequently, in subset environments, only one
tablespace is used and all objects are placed within it. This is called
tablespace folding.

The DDL Wizard is designed to generate the DDL which will physically
create the small subset schema. With the DDL Wizard, modifications to the
DDL such as tablespace folding and storage clause stripping are simple push
button tasks. All changes can be coded into a set of rules which can be re-
applied to regenerate schema DDL at the push of a button.

Figure 3.1 - The DataBee Installation Directory Structure and Files
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Chapter 4
Creating the Sample Schemas

Once DataBee has been installed, the next thing you will probably want to
do is give it a test drive and to see how it works. In other words, use the
DataBee software to create a subset of a database schema.

The easiest way to acquire the skills you will need to develop DataBee
extraction sets for your databases is to practice the extract, load and design
of extraction sets in a sample environment. This chapter of the DataBee
Quick Start Guide will show you how to create the sample schemas. The
following chapters will provide step-by-step examples illustrating the use of
the DataBee software.

4.1 Where to Find the Sample Schema Creation Scripts

Every installation of the DataBee software contains SQL scripts that can
create the DataBee sample schemas. These scripts are always placed on disk
immediately below the DataBee installation directory in the “Sample
Schema” folder.

Recommendation: Don’t start developing an extraction set on your
database immediately – first practice your techniques and skills on the
sample schema.

In a Hurry? Skip to the end of this chapter for a quick summary of the
steps involved in creating the DataBee sample schemas.
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Figure 4.1 - The Sample Schema Creation Scripts

4.2 Decide Where to Create the Sample Schemas

As discussed in Chapter 2 (DataBee Architecture) at least two schemas are
required in order to create a subset. One schema is the source for the data
and the other is the empty target that will be populated with a referentially
correct subset of data from the source schema.

In the DataBee sample environment, the source schema, which acts as the
full size database, is created under an Oracle user named SOURCE_USER. The
target schema, which is initially empty, is created under an Oracle user
named DEST_USER. Although it is quite possible to use whichever names you
wish for the sample schemas, it is recommended that you use these Oracle
user names in order to avoid introducing unnecessary complexity.

The SOURCE_USER and DEST_USER accounts can be located within the same
physical database or on separate databases. If the schemas are on separate
databases the two databases can even be on different operating systems. For
example, the source schema could be on a UNIX system and the target
schema could be placed on a Windows NT system. The two databases can be
of different Oracle DBMS versions – but the target schema must be of a
higher release than the source. Please note that wherever the schemas are
placed, it must be possible to create an Oracle database link which runs from
the target schema (DEST_USER) to the source schema (SOURCE_USER).

The file src_user.sql creates the Oracle SOURCE_USER account. Similarly
the file dest_user.sql creates the Oracle DEST_USER account. Prior to
creating these accounts you should open both files in a text editor and make
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whatever changes you feel are appropriate to the default and temporary
tablespace clauses.

4.3 Create the Sample Schema Contents

Once the Oracle user accounts have been created for the sample schemas the
structure can be installed. The file tables.sql creates an identical table
structure in both schemas.

The tables in the SOURCE_USER account must be populated with data and the
tables in the DEST_USER account will remain empty. The SOURCE_USER
account simulates the full size database of which we are creating a subset.
DataBee will populate the DEST_USER account with data.

The tables in the SOURCE_USER schema should now contain a full
complement of data. The remaining infrastructure (indexes, triggers, foreign
keys & etc.) can now be created in both schemas.

Action: Choose the Oracle database (or databases) in which you wish to
create the DataBee sample schemas. Edit the src_user.sql and
dest_user.sql files appropriately and run them as the SYSTEM user to
create the empty SOURCE_USER and DEST_USER Oracle accounts.

Action: Run the tables.sql script in both the SOURCE_USER and
DEST_USER Oracle accounts.

Action: Run the load_tables.sql script in the SOURCE_USER Oracle
account only. This script will populate the SOURCE_USER tables with data.
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Chapter 5
Extracting and Loading a Test Subset Schema

If you have been working through this guide in a sequential manner, the
sample schemas should now be created. It is time to try out the DataBee
software by performing a test extract and load.

5.1 The Extract and Load Process

Before you move further through this section recall the concept of an
extraction set that was introduced in Chapter 2 (DataBee Architecture). A
DataBee extraction set defines the rules and other information required to
isolate a referentially correct and interrelated subset of data. An extraction
set is necessarily specific to each schema structure and the design of
extraction sets does require a certain amount of development effort.
However, once the extraction set has been developed, the extraction of the
subset data from the source database and the subsequent load into the target
becomes a push button process requiring very little effort.

Lets put the issue of developing an extraction set to one side for the moment
(it will be covered in detail in later chapters of this guide) and discuss just
the population of a subset database when using an existing extraction set.

Important Point: Once you have developed an extraction set for your
schema creating a subset database with DataBee is a simple push button
operation.
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Using DataBee, the creation of a referentially correct subset database is a
simple two-step extract and load process. The required operations are quite
separate and independent of each other. In keeping with the DataBee
architecture, each task is handled by a separate application.

The extraction set contains the information necessary to determine which
data rows from which tables in the source database should be present in the
subset schema. The Set Extractor application uses the extraction set to
identify these rows. Once all of the required rows have been identified, the
Set Loader application uses a loader set to manage the transfer of the rows
from the source schema to the target schema. The actual transmission of
information occurs directly between the source and target databases via an
Oracle database link or direct schema-to-schema copy.

Once DataBee has been configured, subset databases for test and
development can be created on demand. This is known as the DataBee
production process. A one-time effort to design an extraction set and
thereafter the process operates with minimal personnel involvement.

5.2 The DataBee_Sample_Schema extraction set

Having agreed that we will put aside for the moment the obviously critical
issue of designing and building an extraction set lets use a pre-prepared
extraction set (DataBee_Sample_Schema.ExtractSet) which has been
built specifically to operate on the DataBee sample schemas. Later chapters
of this guide will work through the entire design process and re-build the
DataBee_Sample_Schema.ExtractSet extraction set with you.

As with all extraction sets, there has to be a main driving table, called the
Driver table, and a goal that forms the focus of the subset environment. In
the DataBee_Sample_Schema extraction set, the main driving table is the
DTB_INVOICE table and the goal is the creation of a populated subset schema
based on 25% of the rows (selected at random) in the full size schema. This
means that the DTB_INVOICE table in the subset schema will be roughly one
quarter of the original size. It also implies that data rows containing
customers, inventory items and warehouse entries required to support the
DTB_INVOICE rows must be present. This supporting inter-relatedness is
what makes the subset referentially correct and useable as a test or
development platform.
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Appendix A (DataBee Sample Schema – Entity Relationship Diagram) lists
the tables contained in the DataBee sample schemas and shows the
relationships they have with each other.

5.3 Extracting the Data

In order to populate the subset environment, the required data rows in the
full size source database must be identified. The module that handles the
process of isolating the required rows and all their dependencies is the Set
Extractor application. The process of identifying the required rows is called
“extraction”.

The Set Extractor application reads the extraction set and, when activated,
uses it to isolate the rows that will be required in the target subset database.
These rows are written to a temporary table in the source schema named
DTBTAB. Once the extract has finished, the work of the Set Extractor
application is complete and it can be closed. The length of time an extract
can take depends on many factors. Among the most important are the design
of the extraction rules and the performance of the source database.

Important Point: Extraction sets are always designed for a specific
purpose. The goal of the DataBee_Sample_Schema extraction set is to
create a subset database based on a random 25% of the rows in the
DTB_INVOICE table.

Action: Look in the tutorials subdirectory below the DataBee installation
directory and double click with your mouse on the file tutorial.htm.
Once your browser has loaded, the tutorial main page should be visible.
Click on the (view) link next to the A General Overview of the DataBee
Extract and Load Process item to launch the first tutorial.
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It is impractical to provide more than a brief discussion of the operation of
the Set Extractor application in this guide. It is highly recommended that at
this point you view the on-line tutorial “A General Overview of the DataBee
Extract and Load Process”. The tutorial, which runs in your browser, will
interactively show you the steps involved in loading and running an
extraction set in the Set Extractor application and also points out a number
of useful and interesting features.

A summarized list of the steps required to perform a successful extract is
given in the section below:

5.3.1 Extraction Steps

1. Start the Set Extractor application.
2. Press the “Open Extraction Set…” button to open the

DataBee_Sample_Schema.ExtractSet extraction set.
3. Press the “Run Extraction Set” button to begin the extract.
4. While the extract is running browse through the Set Extractor tabs to

view statistics of the rows extracted by the rules.
5. When the extract is completed (it should only be a few minutes) the

ROWID of every row required to form a referentially correct set will
be present in the DTBTAB temporary table.

6. Close the Set Extractor application - the extraction process is
complete.

The “General Overview of the DataBee Extract and Load Process” tutorial
provides a good introduction into the use of the Set Extractor application.
The “Overview of the Set Extractor Application” contains a more in-depth
look at the operation of the Set Extractor application. All DataBee tutorials
are available free of charge. You can view them online or download them to
your own PC. Please see Appendix B (DataBee Tutorials) for more
information.

Action: Using the knowledge gained from viewing the A General
Overview of the DataBee Extract and Load Process tutorial start the Set
Extractor application. Open the DataBee_Sample_Schema extraction set
and run it to identify the data required in the target subset database.
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5.4 Loading the Extracted Data

After the Set Extractor has completed operations, the rows that will be
required in the target schema will have been identified and the process of
loading the data can be started. The required row information will have been
written to temporary tables in the source schema. It is important to realize
that the Set Extractor does not move or copy the contents of the extracted
rows – it only stores the ROWID of every required row. Storing and
processing the ROWIDs is much more efficient than copying and storing the
contents of each row.

The Set Loader application reads the ROWID information in the DataBee
temporary tables and controls the load via the database link (or direct copy)
of the data into the target schema from the source schema.

As with the previous discussion of the extraction process, it is impractical to
provide more than a brief discussion of the operation of the Set Loader
application in this guide. If you have not reviewed the on-line tutorial “A
General Overview of the DataBee Extract and Load Process” it is suggested
you do so now. This tutorial, which runs in your browser, will interactively
show you the steps involved in starting the Set Loader application and
beginning the process of loading the target subset schema.

Important Point: The Set Extractor application must have completed
operations before the Set Loader can use the extracted row information to
populate the target schema with the required row data.

Action: If you have not already viewed the tutorial: A General Overview
of the DataBee Extract and Load Process it is strongly recommended
that you do so now. Look in the tutorials subdirectory below the DataBee
installation directory and double click with your mouse on the file
tutorial.htm. Once your browser has loaded, the tutorial main page
should be visible. Click on the (view) link next to the tutorial to start it.

Action: Start the Set Loader application. Open the
DataBee_Sample_Schema.LoadSet loader set in the the Set Loader
application and run it. When the load has finished, the target schema will
contain a referentially correct subset of data based on a random 25% of
the full size source schema.
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A summarized list of the steps required to perform a successful load are
listed in the section below. Please realize that there is no way to perform a
load if the extract has not completed successfully. This is because the
temporary tables need to contain a complete set of the ROWIDs of the
required rows. These ROWIDs will be specific to each schema and cannot
be available until the Set Extractor has finished.

5.4.1 Load Steps

1. Start the Set Loader application.
2. Press the “Open Loader Set…” button to open the

DataBee_Sample_Schema.LoadSet extraction set.
3. Press the “Run Loader Set” button to begin the extract.
4. While the extract is running browse through the Set Loader tabs to

view statistics of the rows loaded by the rules.
5. When the load is complete (it should only be a few minutes) the

target schema will contain a referentially correct subset of data. This
subset is based on a random 25% of the rows in the DTB_INVOICE

table.
6. Close the Set Loader application - the load process is complete.

As was mentioned previously, the “General Overview of the DataBee
Extract and Load Process” tutorial provides a good introduction into the use
of the Set Loader application. The “Overview of the Set Loader Application”
contains a more in-depth look at the Set Loader and its operation. All
DataBee tutorials are available free of charge. You can view them online or
download them to your own PC. Please see Appendix B (DataBee Tutorials)
for more information.

5.5 A Complete Production Process

The extract and load procedure you have just performed on the sample
schemas will mirror the process you will use when you use DataBee to apply
an extraction set to your own schema. With DataBee, the process of creating
subset databases is a simple push button operation. Of course, one has to
have an extraction set first. As you shall see in the next sections, designing
extraction sets is a very “do-able” step-by-step iterative process.
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Chapter 6
Extraction Set Design (Getting Started)

If you have worked through the previous chapters you will now have some
familiarity with using DataBee for the extraction and load of subset
databases. All of the previous activities were performed using a pre-prepared
example extraction set called DataBee_Sample_Schema. It is now time to
design and build your own extraction set and the next few chapters will walk
you through the process. The DataBee_Sample_Schema extraction set will
be completely re-created under a new name. You will, by the time you have
rebuilt the DataBee_Sample_Schema extraction set, have the skills
necessary to design and build extraction sets for your own schemas.

6.1 Familiarize yourself with the Set Designer Application

In keeping with the philosophy of a modular architecture, there is a specific
DataBee application dedicated to the design and build of extraction and load
rules. This application is called the Set Designer. The Set Designer
application handles the construction of both extraction and loader Sets – the
labels on the Set Designer display will change slightly as is appropriate to
the type of set currently open.

In this chapter we will concentrate on how to use the Set Designer
application to create extraction sets. Rules in loader sets are usually quite
simple and can usually be automatically generated in a nearly complete
form. The creation of a loader set is discussed in Chapter 13 of this guide.

Your first step in learning about the construction of extraction sets should be
to familiarize yourself with the Set Designer application.
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The Overview of the DataBee Set Designer Application tutorial will illustrate
the various parts of the Set Designer application and will provide a few
simple exercises. Once you have viewed the An Overview of the DataBee Set
Designer Application tutorial try opening the
DataBee_Sample_Schema.ExtractSet extraction set and trying out a few
of the techniques shown.

6.2 Build the Basic Structure of an Extraction Set

The Overview of the DataBee Set Designer Application tutorial is primarily
concerned with the editing of an existing extraction set
(DataBee_Sample_Schema). The techniques you have learned in this
tutorial will be very useful later on. At the moment, we are in the process of
building a new extraction set from scratch. Where does one start? – with the
New Extraction Set Wizard, of course. In every situation where you are faced
with a complicated series of options, DataBee provides a Wizard to assist
you. The New Extraction Set Wizard button can be found on the right hand
side of the Set Designer application. Figure 6.1 shows the position of the
New Extraction Set Wizard button in the Set Designer application.

Figure 6.1 - The New Set Wizard Button

The New Extraction Set Wizard will present you with a number of panels –
each of which asks for information or confirms previous options. Please
ensure that you perform the action below before proceeding further in this

Action: Look in the tutorials subdirectory below the DataBee installation
directory and double click with your mouse on the file tutorial.htm.
Once your browser has loaded, the tutorial main page should be visible.
Click on the (view) link next to the An Overview of the DataBee Set
Designer Application item to launch the first tutorial.
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guide. Besides being very important in terms of the skills you need to learn
the output of this step will also be used in subsequent sections. The next
page discusses each step in the New Set Wizard Sequence.

Action: Use the steps below to create the basic structure of an extraction
set for the sample schema.

1. Start the Set Designer application and launch the New Extraction
Set Wizard.

2. The first panel that pops up is the Source User Connection panel.
Fill the fields on this panel in with the connection information of
the DataBee sample schema which will act as the full size
environment source schema for the database subset. Use the Test
Connection button to confirm that the information is correct and
that a connection is possible.

3. The next panel will request the Source Database Version. Choose
the Oracle version of the source schema from the drop down list.
It is extremely important to get this correct as the DataBee
software will adjust its extraction algorithms to use the faster and
more sophisticated access offered by later Oracle versions.

4. The next panel enables the downloading of the schema structure
into the extraction set. Click on the Fetch Schema Structure
button to begin the process. You should see a panel pop up
indicating the progress of downloading the schemas tables,
indexes, foreign keys and triggers.

5. The Exclude Tables panel offers the ability to remove specified
tables from the extraction set. For the purposes of this tutorial the
Exclude Tables panel can be ignored. Press the Next button to
continue with the sequence.

6. Get Row Counts from Tables is the next panel in the wizard. The
DataBee software does not need to know the number of rows in
the source table in order to function properly. It will extract and
load the rows required to make a referentially correct subset
regardless of the source row counts known to the extraction set.
However, a general idea of the size of the table is useful when
designing and building rules. It is ok to get estimated row counts
from the statistics if the tables if the statistics are up-to-date.

7. DataBee requires three temporary tables to be present in the target
schema and the next tab suggests they be created. The Create All
button on the next panel will create them automatically or the
View DDL button can be used to generate the table creation
statements to which custom tablespace and storage clause
information can be added.

8. The New Extraction Set Wizard Complete panel indicates the
wizard has now finished. It is recommended that the new
extraction set be saved once this panel is closed.
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Once you have completed the above actions take a few minutes to browse
around in the tabs of the Set Designer application. Feel free to experiment
and play with this extraction set. You cannot really hurt it as it has been
saved. At this point you can readily re-create the extraction set, if necessary,
using the New Set Wizard. You might try to see if you can answer the
following questions using the Set Designer application.

Q: How can you edit the connection information for the source
schema?

A: Double click on the Rule Controller. It will be the first rule visible
on the Extraction Rules tab.

Q: View the tables on the Set Tables tab. What happens if you click
with the right mouse button on a table name?

A: A menu appears which offers a variety of options (View Columns,
View Indexes etc.).

Q: What foreign keys is the DTB_INVOICE table a parent of?
A: Click on the DTB_INVOICE table on the Set Tables tab with the

right mouse button and choose the Show Foreign Keys Option
option.

Q: Where did all of the rules on the Extraction Rules tab come from?
A: They are there to enforce the foreign keys in the schema. The

foreign key constraint information was downloaded when the
extraction set was created and the New Set Wizard translated this
information into rules.

Q: Can you see all the rules in which the DTB_INVENTORY_ITEM table
is a target?

A: Click on the header of the second “Table” column on the
Extraction Rules tab to sort by target table.

Q: Have a quick look at the sample schema entity relationship
diagram in Appendix A. Can you see how the rules on the
Extraction Rules tab map to the foreign keys?

A: The parent in the key acts as the target in the rule. In other words,
the rule can be interpreted to mean, “for every extracted row in the
foreign key child table the corresponding row is required in the
foreign key parent table”.
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6.3 Perform a Test Extract

You have just created the basic structure of an extraction set for the sample
schema – now it is time to run it to see how effective it is.

When you try the above action you will notice that the Set Extractor returns
a message indicating, “No Rows Extracted in Stage 2 Processing”. This
seems counter-intuitive but reason behind this is really quite simple once you
understand how DataBee operates.

Lets examine what’s going on. At this point there are quite a few rules in the
extraction set – yet no data was retrieved when the set was extracted. If you
have not already done so, examine the rules on the Set Designer Extraction
Rules tab. Notice that each rule indicates a dependency of the rows in one
table on the rows in another. In effect, each rule says “for every extracted
row in this table, make sure there are rows in this table where the join
condition is …”.

DataBee uses these rules like a balance (refer to Chapter 2 for a more
detailed discussion of the architecture). When extracting, it checks each rule
against the existing rows in every table to make sure the table has the
supporting rows it requires. Each rule will be repeatedly checked, in an
iterative manner and additional rows extracted as necessary. The
referentially complete state (as specified by the rules) will be when the tables
are all “in balance”. In this state, no table will have rows that have
unsatisfied rule conditions.

If every table has no rows, the extraction set will be “in balance” because
every rule is implicitly satisfied. In other words, zero rows in every table
comprise a referentially correct subset – although not a terribly useful one.

When the Driver table is initially populated with rows, we are deliberately
putting the extraction set out of balance and forcing the Set Extractor to use
the rules to ensure new rows are extracted to make everything referentially
correct. Because we populate the Driver table with the rows of our choice
and the rules extract rows referentially related to the Driver table rows, we
end up with a referentially correct and relevant subset schema.

Action: Ensure that the extraction set has been saved to disk. Start the Set
Extractor application (you do not need to close the Set Designer) and try
extracting a subset using the newly created extraction set. What happens
and why?
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6.4 Populate the Driver Table

It is a requirement of every extraction set that a Driver table be given an
initial population of rows. All of the remaining rows in the tables of the
subset database (except for those tables designated to be copied in full) will
be related in some way to the rows placed in the Driver table. The choice of
the data as well as the choice of Driver table is very important. For a full
discussion of this topic you may wish to jump ahead and read Chapter 7.1.

A WHERE Clause rule can be added by clicking with the mouse on the New
Extraction Rule button located on the bottom right hand side of the Set
Designer main panel. On the form that pops up choose the “New WHERE
Clause Extraction Rule” option. Once the New WHERE Clause Rule dialog
box has started, select the DTB_INVOICE table and set the “Sample Percent”
option to 25. Also uncheck the Enable Where Clause option since only the
sampling is required in this example. Save the rule and it should be
immediately visible on the Extraction Rules tab main display probably as
rule number 01-0020.

Important Point: DataBee works like a balance – using the rules to
make sure each table has the rows required to support the other tables in
the extraction set. A schema with zero rows in each table is, by
definition, referentially correct – but not very useful. By populating the
Driver table we deliberately unbalance the subset and force the Set
Extractor application to rebalance it using the rules to extract new rows.
It is this rebalancing that provides the referentially correct subset.

Action: Add a WHERE Clause rule to the extraction set which will
populate the DTB_INVOICE table in the subset schema with a random
sample of 25% of the rows in the full size schema.

Action: Save the extraction set that has the newly added WHERE Clause
rule applied to the DTB_INVOICE table and repeat the extraction
procedure. Remember to click on the “Open Extraction Set” button in the
Set Extractor application to re-load the modified extraction set. Press the
“Extract Data Using Set” button and watch the extraction progress on the
Table Statistics tab - how many tables receive extracted data rows?

Action: Review the online tutorial entitled Creating a DataBee Where
Clause Rule - see Appendix B for more information.



32

After the above action has completed you will notice in the Table Statistics
tab of the Set Extractor application that not very many tables have had rows
extracted for them (see Figure 6.2). This is to be expected and is because
only rules we have currently in the extraction set have been generated from
foreign key constraints. Such “foreign key” rules are rarely sufficient, by
themselves, to produce a useful extraction set. They must be augmented with
carefully chosen manually added rules.

Figure 6.2 – Extracted Row Counts for the First Run of the New Extraction Set.

6.5 Some Useful Advanced Topics

6.5.1 Multiple Criteria on a Driver Table

Most extraction sets will contain a single Driver table around which the rest
of the data in the subset is based. However, this does not necessarily mean
that the data populated in this Driver table results from a single SELECT
statement. DataBee can easily use multiple criteria to populate a Driver table.
For example, it is possible to populate the Driver table with a sample of data
(20% of all rows) and then also populate via a date range. Still more specific
WHERE clause rules can pick up certain groups of data based on other
conditions. Of course, such multiple queries have an extremely high
probability of returning some of the same rows. This is not important. The
DataBee Set Extractor application will automatically filter out such
duplicates.

Table Name Source Row Count Extracted Row Count
DTB_INVOICE 300 75
DTB_DISCOUNT 11 4
DTB_INVOICE_STATUS 4 3
DTB_CUSTOMER 10 0
DTB_INVOICE_LINE 1000 0
DTB_INVOICE_LINE_HISTORY 0 0
DTB_INVENTORY_ITEM 290 0
DTB_ITEM_X_CUSTOMER_AGG 459 0
DTB_POSTCODE 100 0
DTB_SUPPLIER 90 0
DTB_WAREHOUSE 4 0
DTB_WAREHOUSE_STOCK_HK 124 0
DTB_WAREHOUSE_STOCK_LA 98 0
DTB_WAREHOUSE_STOCK_LO 143 0
DTB_WAREHOUSE_STOCK_NY 168 0
DTB_WEEKNUMBER 20 0
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6.5.2 Multiple Driver Tables

It is possible to use more than one Driver table in an extraction set. DataBee
has no problem whatsoever with this. If you choose to use more than one
Driver table you will need to check the extraction set to confirm each Driver
table is also populated with any additional rows that are required to support
the others. This population may automatically happen as a normal
consequence of the existing rules – but sometimes it is necessary to manually
add rules to produce this effect. It would be best to seek advice from the
DataBee support team prior to implementing multiple Driver tables.

6.5.3 Populating Tables in Full

In most schemas there are usually some tables which need to be present in
the target schema in full. In other words, every row in certain specified
tables should be included in the subset regardless of whether the other rows
in the subset actually referentially require them. Such tables are usually
reference tables that are required for the normal operations of the database.
These tables are populated via ALL Rows rules in a similar manner to the
Driver tables. Usually rules to populate these tables are added to the
extraction set at the very end of the extraction set development process.
Extracting them during each test run of the extraction set simply slows things
down. This topic is covered in more detail in Chapter 11 (Extraction Set
Design: Reference Tables).

Important Point: If you find yourself having to specify the initial set of
rows for a Driver table with a complicated multi-join you should consider
reviewing your choice of Driver table – very possibly a different Driver
table would be a more effective choice.

Important Point: If you find yourself having to specify the initial set of
rows for a Base table with a SQL UNION statement you should probably
just break it up into separate simple SELECT statements and let DataBee
sift out the duplicates for you.
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6.5.4 Are Foreign Key Constraints Required

The DataBee Set Designer application will automatically generate rules to
enforce foreign key constraints. Thus you are guaranteed that the constraints
will enable in the subset database. Foreign keys are not necessary in order to
build an extraction set. If they are present in the schema then you must use
them in the extraction set. If foreign key constraints are not present then
DataBee has lots of discovery tools which enable you to generate your own
rules. Many schemas have no constraint logic implemented as foreign keys
and foreign keys are not required in order to make an extraction set.

6.5.5 Extraction Set Stages

The execution of an extraction set proceeds in three distinct stages. Each
stage contains specific types of rule and the stage to which the rule belongs
is listed beside the other rule information on the Extraction Rules tab of the
Set Designer and Set Extractor. All rules within any one executing extraction
set stage must complete before the next stage will begin. Rules from
different stages will never execute simultaneously.

Figure 6.3 – An Example of Extraction Set Stages.

Stage 1

Extraction set stage 1 contains Command rules, Where Clause rules and
ALL Rows rules. The Where Clause and ALL Rows rules provide the base
driver data for the extraction set. These rules execute only once, and once
complete are never re-activated during that run of the extraction set.
Command rules in stage 1 exist to provide a user configurable setup
mechanism. For example, they could create temporary tables and perform
any pre-execution maintenance tasks that are required.

Stage 2

Extraction set stage 2 contains only Table-To-Table rules. Table-To-Table
rules enforce a data relationship between two tables. Essentially, this type of
rule examines the rows that have been extracted for a source table and then
gets all of the rows required from a target table referentially required to
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support those source rows. Table-To-Table rules will repeatedly activate in
order to ensure that all of the required rows are extracted. Any duplicate
rows extracted are automatically sifted out. Once stage 2 of an executing
extraction set is complete, a referentially correct set of ROWIDs will have
been stored in the temporary tables in the source schema.

Stage 3

Extraction set stage 3 contains only Command rules. These command rules
provide a way to perform user specified post-extract and clean up actions.
The DataBee Set Designer application will automatically generate rules to

6.6 Chapter Summary

DataBee applications always provide a Wizard to guide you through
processes that are complex or contain a large number of steps. Early in this
chapter you used the Set Designer application and the New Extraction Set
Wizard to produce an initial extraction set for the DataBee sample schemas.

When the newly created extraction set was first run in the Set Extractor
application no rows were extracted. This was because “no rows in every
table” implicitly satisfied all of the relationship rules. Adding a WHERE
Clause rule to populate the Driver table caused other rules to activate. The
activation of these rules caused rows to be extracted for other tables to bring
the extraction set back into balance.
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Chapter 7
Extraction Set Design (Planning)

If you have worked through the previous chapters you will now have some
familiarity with using DataBee for the extraction and load of subset
databases. The previous chapter used the New Extraction Set Wizard to build
the basic structure of an extraction set. This chapter continues with the
process of re-building the sample extraction rules in the example
DataBee_Sample_Schema.ExtractSet.

7.1 Choose the Driver Table and Base Data

Planning is important. Extraction sets are always built for a purpose and are
directed to a goal. The time taken to plan an extraction set is invariably time
well spent.

If you are going to create a subset database the first questions you will want
to ask are: “who will be using the database” and “what information do they
need to see in it”. These are important issues, and the answers will largely
define the content and focus of the created subset. Knowledge of the
intended use of the subset database will help you define the primary table (or
tables) on which the subset will be focused.

The primary table is also known as the “Driver” table. Typically, a base set
of data rows are retrieved for a single Driver table and the remaining tables
in the schema are populated with rows which are related to the rows
contained in the Driver table. These relationships, as they cascade down
through the dependent tables, are what will provide the subset database with
the desired referential correctness. The theory behind this procedure was
discussed in detail in Chapter 2 (DataBee Architecture).

7.1.1 An example

Given that the schema in use is the DataBee sample schema (see Appendix
A for an ER Diagram) and assuming the development team was
implementing improvements to the invoicing system, the DTB_INVOICE table
might be a logical choice for a Driver table. Taking 25% of the
DTB_INVOICE table could provide the base data and the DTB_CUSTOMER,
DTB_INVENTORY and DTB_INVOICE_LINE tables would be populated with
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data relevant only to the rows currently selected for the DTB_INVOICE table.
Carrying the concept onto the next stage, tables related to the DTB_CUSTOMER
table (the DTB_POSTCODE table for example) would then be populated with
rows relevant only to the customers in the subset. In this manner, the content
of the subset DTB_POSTCODE table is populated with data that is only
indirectly related to the original DTB_INVOICE table but is still referentially
meaningful within the subset.

7.1.2 Another example

The previous example assumed that the DTB_INVOICE table was to be the
Driver for the subset. What if, after some discussion, it was determined that
the development team really needed a subset database consisting of certain
representative customer types. The previous approach would probably not
guarantee that the DTB_CUSTOMER table would be populated with a desirable
diversity of data. Rather than go through the exercise of adjusting the base
data for the DTB_INVOICE table to somehow pull a desired range of
customers, it would be far better simply to change the Driver table to
DTB_CUSTOMER. The DTB_CUSTOMER table could then be populated, (by
whatever criteria is desired) and the DTB_INVOICE table would be populated
with rows containing invoices relevant to the customers. All dependent
tables for the DTB_INVOICE table would then be populated as before.

As a general rule, the best choice for the Driver table is usually the table that
the end users talk about most. For example, if the developers or testers are
continually talking about specific types of customer then your best bet is to
use the CUSTOMER table as a Driver. If they seem most concerned with
inventory and warehouse information it would be best to base the extraction
set on the most important table in that section of the database.

Important Point: The choice of the Driver table for the subset database
can dramatically change the data content of the subset database. You
should carefully choose the Driver table to reflect the requirements of the
end users. It is not always the case that the most important or central
table in the database is the best Driver table.
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It is quite possible to build an extraction set based on more than one Driver
table. DataBee has no trouble coping with such an extraction set. Multiple
Driver tables do, however, introduce extra complexity in the design and are
something of an advanced topic.

7.2 Make Decisions about the Tables in the Subset

The subset database produced by an extraction set will be many times
smaller than the full size database. If the subset is 10% of the source size it
does not necessarily mean that every table in the subset will be exactly 10%
of the parent table size. Some tables will be proportionately smaller, some
will be full size and some tables which have data in the parent database will
be empty in the subset. The reason for this is quite simple: some tables will
be reference tables and these must be taken in full even if the data they
contain is not required by any of the data; other tables will be temporary or
perhaps are simply not required in the subset database. In general, only the
tables containing rows that are related (either directly or indirectly) to the
rows in the Driver table are partially taken.

Consider the matter in another way. Rows in temporary tables are obvious
non-candidates and can be ignored. Reference tables are very important
though. For example lets assume a database table contains tax rates –
perhaps only several dozen rows in total. If you populate the table with only
the tax rates actually used in the subset database any user wanting to enter a
new transaction will only be able to select from among those few tax rates
already present. In other words, the end users of the subset database will be
very annoyed because their front end screens do not work when they try to
enter new data using a tax code that is not currently in the subset schema.

Important Point: In any extraction set some tables in the subset
database will be full size, some will only contain a partial number of the
rows in the parent and some will be empty. Decisions about such tables
should be made in the planning stage before the extraction set build
process begins.
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7.3 Work with a Person that Really Knows the Schema

Designing an extraction set is all about being aware of the meaning of the
data in the tables. This chapter is primarily concerned with identifying the
tables which need to be present in the subset database and how they will be
populated. Future chapters will look at the importance of determining the
relationships between tables and discuss ways in which these associations
might be discovered. It must be emphasized that when identifying tables or
table-to-table relationships there is no substitute for working with someone
who really knows the schema well.

Sometimes that person may not be the DBA. Database administrators work
with the schema from the viewpoint of maintenance and support and may not
always know in great detail how the tables are related. Systems analysts,
testers and developers are often the people who approach the database from
the standpoint of table relationships.

7.4 Plan the Extraction Set

The previous sections identified two important issues related to extraction set
design: the choice of the Driver table and the decisions about how the
schema tables should be included (full, partial, or not at all). The DataBee
Set Designer application has tools which can assist with these decisions and
will record the results for you. The saved information is called a plan and it
can be used to confirm the output of the extraction rule matches the desired
results.

You should now view the DataBee tutorial “Planning Your Extraction Set”.
This tutorial will provide an in-depth look at the operation of the planning
facilities in the Set Designer application. All DataBee tutorials are available
free of charge. You can view them online or download them to your own PC.
Please see Appendix B (DataBee Tutorials) for more information.

Tip: If you do not know the schema tables well, one of the most useful
things you can do to speed up the extraction set design and build is to
work with (or be in contact with) a person who really knows the schema
table relationships.
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7.4.1 Create Your Own Extraction Set Plan

Now create your own extraction set plan for the DataBee sample schema
using the knowledge obtained from the Planning Your Extraction Set
tutorial. Start up the Set Designer application and adjust the contents of the
Plan Type column for each of the tables listed in the Tables in Set tab. Table
7.1 on the following page lists the plan requirements.

Be sure to save the plan information into the extraction set by using the Save
Set button located on the right hand side of the Set Designer application.

7.5 Chapter Summary

Extraction Sets are always built for a purpose and are directed to a goal. The
time taken to plan an extraction set is invariably time well spent.

When planning an extraction set you decide which table will be the Driver
table and the initial data it will contain. You also make decisions about how
the other tables in the schema will be included in the subset environment.
The options are partial, full or not included.

Action: View the tutorial “Planning Your Extraction Set” which
discusses how to use the planning tools in the Set Designer application.

Action: Make your own plan for an extraction set which will operate on
the DataBee sample schema. Assume (for the purposes of the exercise)
that discussions have taken place with the end users of the subset
database. Use Table 7.1 below for the plan requirements.



41

Table 7.1. Requirements for the Sample Extraction Set Plan

Driver: DTB_INVOICE – It has been decided that the subset will be based
on 25% of the rows (taken at random) from this table. As this
is the Driver table – mark it as Subset in the Plan Type column.

Subset: In the subset schema, the following tables will contain only the
rows related (directly or indirectly) to the rows extracted for the
Driver table. As the rows extracted for these tables should be
referentially related (either directly or indirectly) to the rows
extracted for the Driver table – mark them as Subset in the Plan
Type column.

DTB_CUSTOMER
DTB_INVENTORY_ITEM
DTB_INVOICE
DTB_INVOICE_LINE
DTB_SUPPLIER
DTB_WAREHOUSE_STOCK_HK
DTB_WAREHOUSE_STOCK_LA
DTB_WAREHOUSE_STOCK_LO
DTB_WAREHOUSE_STOCK_NY

Full: In the subset schema, the following tables will be populated
with all of the rows that are present in the table in the full size
schema. These tables are usually reference tables that are
required in full no matter what other data is in the subset
environment. Mark them as All Rows in the Plan Type column.

DTB_DISCOUNT
DTB_INVOICE_STATUS
DTB_POSTCODE
DTB_WAREHOUSE
DTB_WEEKNUMBER

None: In the subset schema, the following tables will be ignored.
These tables are either just temporary working tables or are
tables considered to be irrelevant to the purposes of the subset.
Mark them as No Rows in the Plan Type column.

DTB_INVOICE_LINE_HISTORY
DTB_ITEM_X_CUSTOMER_AGG
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Chapter 8
Extraction Set Design (Table-to-Table Rules)

At this point, the extraction set currently under construction (including the
new WHERE Clause rule) should be identical to the QuickStart_1

extraction set that is installed with the DataBee software. If you are not
confident that the extraction set you have built in the previous sections is
correct feel free to use the supplied QuickStart_1 extraction set for the
exercises in this section. The QuickStart_1 extraction set can be found in
the DataBee Extraction and Loader Sets subdirectory just below the
DataBee installation directory.

Figure 8.1 – Location of the QuickStart_1 Extraction Set
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The QuickStart_1 extraction set contains rules supporting the foreign key
constraints and a single WHERE Clause which extracts a random 25% of the
rows from the DTB_INVOICE Driver table.

8.1 Observe the Output of the QuickStart_1 Extraction Set

The run of the QuickStart_1 extraction set should have extracted rows for
the following tables.

Figure 8.2 – Extracted Row Counts for the First Run of the QuickStart_1 Set.

Looking at Figure 8.2 we see that the first extract using the QuickStart_1

extraction set has produced some disappointing results. There are a lot of
rules in the set and yet only 3 tables received extracted rows. Lets analyze
what has happened – we can see that the DTB_INVOICE table received 75
rows. This is as expected since we have a WHERE Clause rule applied to it
which pulls 25% of the rows in the source table (75 is roughly 25% of 300).
The DTB_DISCOUNT and DTB_INVOICE_STATUS tables have each received a
percentage of the source rows and no other tables received any rows at all.

The problem is due to the fact that the only rules we currently have in the set
are derived from foreign key constraints. We chose the DTB_INVOICE table
as the Driver table – all rows in the other tables of the extracted subset must

Action: If you have not already done so, run the QuickStart_1

extraction set (or its equivalent if you are building your own) in the Set
Extractor application. Observe the rows that are retrieved for each table.

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 0 No Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 No Subset
DTB_INVENTORY_ITEM 290 0 No Subset
DTB_WAREHOUSE_STOCK_NY 168 0 No Subset
DTB_WAREHOUSE_STOCK_LO 143 0 No Subset
DTB_WAREHOUSE_STOCK_HK 124 0 No Subset
DTB_WAREHOUSE_STOCK_LA 98 0 No Subset
DTB_POSTCODE 100 0 No All
DTB_SUPPLIER 90 0 No Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 0 No Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 0 No All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows
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be related to the rows in the Driver table. Look at the section of the entity
relationship diagram contained in Figure 8.3 below (a full ER diagram can
be found in Appendix A) and observe that every row in the DTB_INVOICE
table requires supporting rows to be present in the DTB_DISCOUNT and
DTB_INVOICE_STATUS tables. There is no requirement, (according to the
foreign keys) to have a supporting row in the DTB_INVOICE_LINE table. In
other words, according to the foreign key constraints, it is possible to have
an invoice without lines in the DTB_INVOICE_LINE table but every invoice
must have a discount and status present in the DTB_INVOICE_STATUS and
DTB_DISCOUNT tables.

Figure 8.3 – Tables related to the DTB_INVOICE table.

The DataBee Set Extractor application just follows the rules. When it saw
the incoming extracted rows in the DTB_INVOICE table it examined the rules
and extracted the supporting rows for the two tables that require them.
Doubtless there are lots of rows in the DTB_INVOICE_LINE table that should
logically be extracted to support the invoice rows in the DTB_INVOICE table
but the extraction rules, in their current state, do not require these rows.

The basic task of extraction set design is to add new rules that enforce these
logical relationships. If rules derived from foreign key constraints are present
then they can and must be used as a starting point – otherwise the foreign
keys will not enable in the subset schema. If the schema does not use foreign
key constraints then foreign key rules will not be present. However, the task
is still the same - rules, which enforce logical relationships between tables,

DTB_DISCOUNT

discount_id
discount_value (11 rows)

DTB_INVOICE_STATUS

inv_status_code
inv_status_text (4 rows)

DTB_INVOICE

invoice_number
weeknumber
discount_id
inv_status_code (300 rows)

DTB_INVOICE_LINE

customer_id
invoice_number
warehouse_id
item_id
quantity (900 rows)
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must be manually added. Adding these rules in not as difficult as it might
seem, the DataBee Set Designer application contains a variety of rule
discovery tools.

After extracting, return to the Set Designer application and open the
QuickStart_1 extraction set (if it is not already present). Once the
extraction set is opened have a look at the Set Tables tab - you should be able
to see that the Set Designer application now knows about the number of
rows extracted for each table. The Set Extractor application has transmitted
the results of the last extract to the Set Designer application. This will prove
to be very useful information.

Our task now is to add rules that will cause rows to be extracted for the
remainder of the tables in the schema. In general, there are two main
techniques that can be used to add new rules. If you have knowledge of the
schema and the relationships between the tables then you can manually add
rules that exploit these relationships. If, as is very common, you do not have
comprehensive knowledge of the table relationships then the tools in the Set
Designer application will help you discover new rules.

8.2 Rule Technique: Schema Knowledge

In this section we will assume (for the purposes of the tutorial) that we have
a good knowledge of the schema. We know, from the results of the previous
extract, that the set under development now extracts rows for the
DTB_INVOICE table. We also know, from our assumed schema knowledge,
that the table named DTB_INVOICE_LINE is directly related to the
DTB_INVOICE table and that the two tables are related through the
INVOICE_NUMBER join column. Observing that the DTB_INVOICE_LINE table
has no extracted rows in the subset schema, we decide to manually add a rule

Important Point: If the schema contains foreign key constraints, then
rules enforcing these constraints must be present in the extraction set.
However, rules based on foreign key constraints are not necessary in
order to successfully design and build an extraction set and are rarely
sufficient by themselves to produce a functional extraction set.
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A quick look at the extraction results (see Figure 8.4 below) indicates that
populating just the DTB_INVOICE_LINE table caused rows to be extracted for
quite a few other tables as well. The new rows extracted for the
DTB_INVOICE_LINE table caused other extraction rules to become active. In
other words, the rows in the DTB_INVOICE_LINE table must be supported by
rows in other tables and the rules enforced this. This is not an unusual
occurrence when working with schemas knitted together in a complex web
of foreign key constraints. Often, adding a single rule can cause a cascading
effect through the existing rules which extracts rows for a large number of
tables.

Figure 8.4 – Extracted Row Counts after the Addition of a Manual Rule.

8.3 Rule Technique: Follow the Chains

In Section 8.2 a rule was added to the extraction set and this new rule caused
a cascade effect that populated a number of other tables as well as the target
DTB_INVOICE table. It is important to realize that in Section 8.2 our choice
of target table was purely fortuitous and was motivated solely by our
knowledge of the schema. Essentially, we made a reasonable guess and a lot
of other tables received extracted rows with no extra effort.

Rather than rely on a trial and error method of educated guesses it would be
useful to have the ability to identify, via some sort of discovery mechanism,
which tables have the most relationships with other tables. Of course, for any
one table, the other tables it is involved with will themselves be involved in
other rules. The web of relationships will form a complex chain. If we can
somehow isolate the tables that were at the head of the longest relationship

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 0 No Subset
DTB_WAREHOUSE_STOCK_LO 143 0 No Subset
DTB_WAREHOUSE_STOCK_HK 124 0 No Subset
DTB_WAREHOUSE_STOCK_LA 98 0 No Subset
DTB_POSTCODE 100 7 No All
DTB_SUPPLIER 90 0 No Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows
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chains we could specifically target them with a few judiciously added rules.
Rows extracted into those tables will cause a cascading effect among the
dependant tables and hopefully the entire descendant tree will be populated
with extracted rows.

In other words can we, assuming no prior knowledge of the schema, discover
the tables that are involved in the longest relationship chains and generate
rules that will extract rows into them? The answer is yes – the Set Designer
application contains a tool that identifies such tables. It is actually quite a
simple and straightforward procedure.

After the QuickStart_1 extraction set (with its newly added rule) has been
run in the Set Extractor application, the number of rows extracted should be
as shown earlier in Figure 8.4.

Action: In the Set Designer application delete the rule added in Section
8.2. This rule will be added again using the Chain Finder tool. To delete
a rule select it with the mouse on the Extraction Rules tab and press the
“Delete” button. The rule number will probably be tt-0021.

Action: View the tutorial Using the Set Designer Chain Finder Tool. See
Appendix B for more information on starting the DataBee tutorials.

Action: Using the knowledge gained from the Using the Set Designer
Chain Finder Tool tutorial view the existing chains in the QuickStart_1

set and add a rule which populates the DTB_INVOICE_LINE table.

Action: Save the QuickStart_1 extraction set and re-load it in the Set
Extractor application. Run the extract and once complete, you should be
able to see that the new rule has caused rows to be extracted for the
DTB_INVOICE_LINE table and a number of other tables as well.
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8.4 Chapter Summary

Extraction sets usually require the manual addition of extraction rules – rules
created to enforce foreign key constraints are rarely sufficient by themselves
to create a viable subset schema.

Both Section 8.2 and Section 8.3 added an example rule which triggered a
cascading effect among the existing rules and caused a number of tables to
be populated.

In Section 8.2 the rule was added through the application of schema
knowledge to the problem. Section 8.3 investigated how one might discover
the most promising table to populate using the Set Designer Chain Finder
tool. Both techniques are valid and can be used in the design and build of
your own extraction sets.
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Chapter 9
Extraction Set Design (Index Following)

At this point, the extraction set you are creating (including the new Table-to-
Table rule) should be identical to the QuickStart_2 extraction set that is
installed with the DataBee software. If you are not confident that the
extraction set you have built in the previous chapter is correct feel free to use
the supplied QuickStart_2 extraction set for the exercises in this chapter.
The QuickStart_2 extraction set can be found in the DataBee
Extraction and Loader Sets subdirectory just below the DataBee
installation directory.

The QuickStart_2 extraction set contains rules supporting the foreign key
constraints, a single WHERE Clause which extracts a random 25% of the
rows from the Driver table (DTB_INVOICE) and an additional rule which
populates the DTB_INVOICE_LINE table with relevant rows related to the
rows extracted for the DTB_INVOICE_TABLE.

9.1 Observe the Output of the QuickStart_2 Extraction Set

Action: If you have not already done so, run the QuickStart_2

extraction set (or its equivalent if you are building your own) in the Set
Extractor application. Observe the rows that are retrieved for each table.
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The run of the QuickStart_2 set should have extracted rows for the
following tables.

Figure 9.1 – Extracted Row Counts for the First Run of the QuickStart_2 Set.

Looking at Figure 9.1 we see that the first extract using the QuickStart_2

set has produced some interesting results. Some tables have extracted rows
and some do not. We examine the results and select a table with zero
extracted rows and see if we can create a rule which will populate it.

9.2 Select a Candidate Table

It is important to realize that we do not add another WHERE clause rule to
populate our target table – this would not load the table with rows which are
referentially related to the original DTB_INVOICE table population. We
populate the target table by creating a rule which joins it to one of the tables
which already has extracted rows.

Of course, selecting the table and creating a suitable rule is a skill that takes
practice. The previous chapter illustrated the technique of using Schema
Knowledge and also Chain Finding. Very possibly these techniques could be
used again at this point. However, in order to present you with a diverse
collection of skills this chapter will concentrate on a new technique called
Index Following.

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 0 No Subset
DTB_WAREHOUSE_STOCK_LO 143 0 No Subset
DTB_WAREHOUSE_STOCK_HK 124 0 No Subset
DTB_WAREHOUSE_STOCK_LA 98 0 No Subset
DTB_POSTCODE 100 7 No All
DTB_SUPPLIER 90 0 No Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows
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Before we can create a rule, we must select the target table we wish to
populate. If you already know the table you wish to work on then you can
just work with that one. If not, a table has to be selected via some criteria.
One useful selection technique is to sort the results by the number of source
rows and then find the table with the largest number of source rows that has
no extracted rows. It is not always true that the larger tables are the most
important to the extraction set – but as a general technique working on them
first usually proves effective.

The figure below shows the results of the QuickStart_2 extraction set run
sorted by order of source row count. This is easily done by clicking on the
Source Row Count column header in the Set Designer Set Tables tab display.

Figure 9.2 – Extracted Row Counts for the First Run of the QuickStart_2 Set
Sorted by Source Row Count.

Figure 9.2 above shows the extracted row counts for the QuickStart_2

extraction set sorted by source row count. Visually running down the list, we
see that the DTB_ITEM_X_CUSTOMER_AGG table is the largest table for which
no rows have been extracted. This would be a good table to attempt to
populate with a rule – but according to the plan column data for this table
has been designated as unnecessary in the subset environment. Since the
DTB_ITEM_X_CUSTOMER_AGG table is unnecessary we will ignore it and
proceed further down the list to the next candidate which is the
DTB_WAREHOUSE_STOCK_NY table.

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 0 No Subset
DTB_WAREHOUSE_STOCK_LO 143 0 No Subset
DTB_WAREHOUSE_STOCK_HK 124 0 No Subset
DTB_WAREHOUSE_STOCK_LA 98 0 No Subset
DTB_POSTCODE 100 7 No All
DTB_SUPPLIER 90 0 No Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows
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Referring to our earlier work on the plan for the environment, we realize that
we very much want to include a populated DTB_WAREHOUSE_STOCK_NY table
in the subset schema. Accordingly we choose this table as a potential target
table and resolve to find a rule which will populate it.

9.3 Use the Index Follower Tool to Find and Create a New Rule

Many schemas are designed so that columns which contain the same
information are given the same name in different tables. In other words, the
ITEM# column in the INVOICE is the same as the ITEM# column in the
INVENTORY table. The tables can be joined on these columns. Furthermore,
the important join columns in a table are usually indexed. Very often, for a
given table, candidate rules can be discovered by examining the indexes on a
table and obtaining a list of all other tables which could potentially join to
that table based on the indexed columns. In other words, if Table A has
columns ColA and ColB indexed then they are probably reasonably
important columns. If Table B also has columns ColA and ColB then Table
A and Table B could potentially be joined by an extraction rule.

DataBee contains an automated tool designed specifically for the task of
finding such relationships. The Set Designer Index Follower, when given a
table name, will provide a list of all candidate tables which could join to the
target table using the indexes on the target table. Creating rules from these
relationships is a simple point and click process.

Action: View the tutorial Using the Set Designer Index Follower Tool.
See Appendix B for more information on starting the DataBee tutorials.

Action: Using the knowledge gained from the Using the Set Designer
Index Follower Tool tutorial add a rule which populates the
DTB_WAREHOUSE_STOCK_NY table.

Action: Save the QuickStart_2 extraction set and re-open it in the Set
Extractor application. Run the extract. Once complete, you should be
able to see that the new rule has caused rows to be extracted for the
DTB_WAREHOUSE_STOCK_NY table.
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Figure 9.3 – Extracted Row Counts for the QuickStart_2 set after the Addition of
a Rule to Populate the DTB_WAREHOUSE_STOCK_NY Table.

A quick look at the extraction results (see Figure 9.3 above) indicates that
the rule populating the DTB_WAREHOUSE_STOCK_NY table was effective. The
DTB_WAREHOUSE_STOCK_NY table now has 52 extracted rows – and these
rows are all referentially related to the rows in the DTB_INVOICE table via
the DTB_INVOICE_LINE table.

The “sort on source rows and select the first suitable table with extracted
rows” technique is often a very effective method for finding a suitable target
table to populate. It may happen, however, that there does not seem to be a
way to populate the chosen target table. All of the suitable candidate tables
which might populate the target have no extracted rows themselves and are
thus not suitable for a rule. If this happens, remember that building an
extraction set is an iterative process. Simply choose another candidate table
and try to populate that one. As the iterative, “add rule and test extract”
cycle progresses you will find that as more and more tables receive extracted
rows it becomes easier and easier to generate rules which populate the
remainder.

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 52 Yes Subset
DTB_WAREHOUSE_STOCK_LO 143 0 No Subset
DTB_WAREHOUSE_STOCK_HK 124 0 No Subset
DTB_WAREHOUSE_STOCK_LA 98 0 No Subset
DTB_POSTCODE 100 7 No All
DTB_SUPPLIER 90 0 No Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows

Important Point: If you find that you cannot populate a table because all
suitable candidate tables for a join have no extracted rows then simply
leave it for another iteration in the “add rule and test extract” cycle.
Choose another suitable candidate table - as more and more tables
receive extracted rows it will become easier to generate rules which
populate the remainder.
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9.4 Adding Rules in Bulk

At this point, the extraction set should be identical to the QuickStart_3

extraction set that is installed with the DataBee software. If you are not
confident that the extraction set you have built in the previous sections is
correct feel free to use the supplied QuickStart_3 extraction set for the
exercises in this section. The QuickStart_3 extraction set can be found in
the DataBee Extraction and Loader Sets subdirectory just below the
DataBee installation directory.

We are now ready to add new rules to the extraction set to populate more of
the tables which have no extracted rows. Again we find ourselves in the
familiar situation of having to identify a candidate table and use one of the
Set Designer tools to generate a rule which will populate it with extracted
rows.

Looking at the results of the last extract (see Figure 9.3 above) we notice
there are three tables which have names remarkably similar to the table we
just populated. These tables, DTB_WAREHOUSE_STOCK_LO,
DTB_WAREHOUSE_STOCK_HK and DTB_WAREHOUSE_STOCK_LA are worthy of
more investigation. After all, we just went to the trouble of discovering a
rule which could populate the DTB_WAREHOUSE_STOCK_NY table. We might,
if the table structures are as similar as the names, be able to use a similar
relationship to populate the remaining three tables.

Selecting the table name in the Set Designer Set Tables tab confirms what
we suspected. All four tables contain a remarkably similar structure. Each
contains columns named:

WAREHOUSE_ID NUMBER,
ITEM_ID VARCHAR2(6),
IN_STOCK_QUANTITY NUMBER

We note that the WAREHOUSE_ID, ITEM_ID pair of columns was used in the
previous rule to populate the DTB_WAREHOUSE_STOCK_NY table and feel it is
highly probable that the remaining 3 tables can be populated via a similar
rule – all that really needs to be changed is the table name. For example, the
table name DTB_WAREHOUSE_STOCK_NY in the previous rule could easily be
substituted for the name DTB_WAREHOUSE_STOCK_LO to generate an
equivalent rule.
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The join conditions are known - we could manually create the rules to
populate these tables from the extracted data in the DTB_INVOICE_LINE

table. However, the operation is largely mechanical – it would be nice to be
able to use the rule populating the DTB_WAREHOUSE_STOCK_NY table as a
template and automatically generate the rules based on it.

The Set Designer Bulk Rule Generator tool is designed to accept an existing
rule as a template and display all possible tables which could be substituted
into the rule. Candidate tables can be selected, and the appropriate rules
generated in bulk.

A quick look at the extraction results (see Figure 9.4 below) indicates that
the rule populating the DTB_WAREHOUSE_STOCK_LO,
DTB_WAREHOUSE_STOCK_HK and DTB_WAREHOUSE_STOCK_LA tables was
effective. Like the rows in the DTB_WAREHOUSE_STOCK_NY these rows are
all referentially related to the rows in the DTB_INVOICE table.

Action: View the tutorial Using the Set Designer Bulk Rule Generator.
See Appendix B for more information on starting the DataBee tutorials.

Action: Using the knowledge gained from the Using the Set Designer
Bulk Rule Generator tutorial add rules which populate the
DTB_WAREHOUSE_STOCK_LO, DTB_WAREHOUSE_STOCK_HK and
DTB_WAREHOUSE_STOCK_LA tables.

Action: Save the QuickStart_3 extraction set and re-load it in the Set
Extractor application. Run the extract. Once complete, you should be
able to see that the new rules have caused rows to be extracted for three
candidate tables.
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Figure 9.4 – Extracted Row Counts for the QuickStart_3 set After the Bulk
Addition of Rules.

In the above example the names of the tables were quite similar. It should be
noted that this similarity of names is irrelevant to the operation of the Bulk
Rule Generator tool. With the Bulk Rule Generator tool it is the similarity of
column names that is important. In this example, the similarity of table
names simply provided us with a hint to try and use the Bulk Rule Generator
to find a way to populate the remaining three tables.

The Bulk Rule Generator tool can be used to suggest candidate tables. Just
select a rule and hit the “Bulk Rule” button. The list of candidate tables can
sometimes be quite surprising. If the candidate table is large you should
make sure that the join columns are indexed in the candidate table –
otherwise the extraction rule can be slow.

When, as in the example above, there are only two or three rules to be added
the bulk rule tool seems something of an extravagance – the rules could be
added manually just as easily. However, in some schemas the naming
convention is so consistent that a single template rule can be used to generate
50 or more rules. Manually entering such quantities of rules quickly becomes
annoying – the Bulk Rule Generator tool makes the process very simple.

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 52 Yes Subset
DTB_WAREHOUSE_STOCK_LO 143 36 Yes Subset
DTB_WAREHOUSE_STOCK_HK 124 32 Yes Subset
DTB_WAREHOUSE_STOCK_LA 98 29 Yes Subset
DTB_POSTCODE 100 7 No All
DTB_SUPPLIER 90 0 No Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows

Action: Select some of the existing rules in the QuickStart_3 extraction
set and use the Bulk Rule Generator tool to see what candidate tables are
present for each rule.
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The Bulk Rule Generator cannot generate ALL Rows rules – there is another
tool specifically designed for that purpose. Chapter 11 (Extraction Set
Design: Reference Tables) discusses the bulk generation of ALL Rows rules
in order to populate reference tables in full.

It is very important to test your extraction set after adding bulk rules. On
many occasions, the newly added bulk rules will not have been extensively
considered and it is possible to generate rules with unintended effects or
which are slow to extract. You will definitely want to observe the effects of
rules added in bulk before proceeding further with the development of your
extraction set.

9.5 Chapter Summary

This chapter illustrated a useful technique for selecting a candidate table and
also demonstrated how the Index Follower tool can be used to identify new
table-to-table relationships.

A single rule was added and tested in Section 9.3. Section 9.4 introduced the
Bulk Rule Generator tool which used the newly added rule as a template to
generate multiple rules. These rules, added in bulk, successfully populated
three other similarly structured tables.
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Chapter 10
Extraction Set Design (Column Finding)

At this point, the extraction set you are creating should be identical to the
QuickStart_4 extraction set that is installed with the DataBee software. If
you are not confident that the extraction set you have built in the previous
sections is correct feel free to use the supplied QuickStart_4 extraction set
for the exercises in this section. The QuickStart_4 extraction set can be
found in the DataBee Extraction and Loader Sets subdirectory just
below the DataBee installation directory.

The QuickStart_4 extraction set now contains a variety of manually added
rules and some that were added in bulk. Of the tables which we wish to be
present in the subset database more and more have extracted rows and fewer
and fewer are unpopulated. This section of the DataBee Quick Start guide
will show you another technique which you can use to create extraction set
rules.

10.1 Observe the Output of the QuickStart_4 Extraction Set

Action: If you have not already done so, run the QuickStart_4

extraction set (or its equivalent if you are building your own) in the Set
Extractor application. Observe the rows that are retrieved for each table.
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The run of the QuickStart_4 set should have extracted rows for the
following tables.

Figure 10.1 – Extracted Row Counts for the First Run of the QuickStart_4 Set.

Looking at Figure 10.1 we see that most tables have extracted rows and very
few do not match the plan. We examine the results and select a table with
zero extracted rows and see if we can create a rule which will populate it.
Normally we would choose the DTB_ITEM_X_CUSTOMER_AGG table – but
since we decided back in the planning stage that we were not interested in
this table we will ignore it. One of the most important tables which has, as
yet, no extracted rows is the DTB_SUPPLIER table. We will make the
population of the DTB_SUPPLIER table with referentially relevant rows the
focus of this chapter.

10.2 Finding a Rule to Populate the Candidate Table

By now you are aware of a range of tools (Schema Knowledge, Chain
Finder, Index Follower) that could be used to identify and create a rule
which might populate the DTB_SUPPLIER table. Sometimes all of these tools
draw a blank – there are just no existing relationships for them to exploit.

In such cases, one useful technique which can be used is to examine the
other tables in the schema and find the ones which contain similar columns
to the table you wish to populate. In order to save you the trouble of
querying USER_TAB_COLUMNS manually, the DataBee Set Designer

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 52 Yes Subset
DTB_WAREHOUSE_STOCK_LO 143 36 Yes Subset
DTB_WAREHOUSE_STOCK_HK 124 32 Yes Subset
DTB_WAREHOUSE_STOCK_LA 98 29 Yes Subset
DTB_POSTCODE 100 7 No All
DTB_SUPPLIER 90 0 No Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows
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application contains a tool for this purpose. The name of the tool is the
Column Finder. The Column Finder provides a versatile mechanism for
identifying and creating rules based on column names and data types.

10.3 Use the Column Finder Tool to Find and Create a New Rule

In many schemas columns which contain the same information are given a
consistent in different tables. In other words, the ITEM# column in the
INVOICE is the same as the ITEM# column in the INVENTORY table. A search
for all tables containing the ITEM# column would identify a number of tables
– any one of which might be suitable for use in an extraction rule.

Sometimes table columns are given different names. What is the ITEM# in
one table becomes the ITEM_NUMBER column in another but the size
NUMBER(10) remains consistent. A quick search for all columns of with the
size and datatype of NUMBER(10) will probably turn up a lot of spurious
results – but a bit of sifting can usually separate out the suitable join tables.

Of course, there are always the schemas where there is no real naming
conventions – in such cases the only realistic method of identifying table
relationships is through the application of schema knowledge.

The Set Designer Column Finder tool is designed specifically for the task of
finding tables based on column name and definition similarities. When given
a column name, the Column Finder will provide a list of all candidate tables
which contain the specified text as column names. Refining the search
criteria and creating rules from the search results is a simple point and click
process.

Action: View the tutorial Using the Set Designer Column Finder Tool.
See Appendix B for more information on starting the DataBee tutorials.

Action: Using the knowledge gained from the Using the Set Designer
Column Finder tutorial add a rule which populates the DTB_SUPPLIER

table.

Action: Save the sample1_stageC extraction set and re-load it in the Set
Extractor application. Run the extract. Once complete, you should be
able to see that the new rule has caused rows to be extracted for the
DTB_SUPPLIER table.
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Figure 10.2 – Extracted row counts for the QuickStart_4 set after the addition of
a rule to populate the DTB_SUPPLIER table.

A quick look at the extraction results (see Figure 10.2 above) indicates that
the rule populating the DTB_SUPPLIER table was effective. The
DTB_SUPPLIER table now has 61 extracted rows – and these rows are all
referentially related to the rows in the DTB_INVOICE table via the
DTB_INVENTORY_ITEM table.

10.4 Chapter Summary

This chapter demonstrated how the Column Finder tool can be used to
identify new table-to-table relationships.

Once the candidate tables have been identified, the Column Finder tool can
create a rule based on the search columns at the press of a button.

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 52 Yes Subset
DTB_WAREHOUSE_STOCK_LO 143 36 Yes Subset
DTB_WAREHOUSE_STOCK_HK 124 32 Yes Subset
DTB_WAREHOUSE_STOCK_LA 98 29 Yes Subset
DTB_POSTCODE 100 7 No All
DTB_SUPPLIER 90 61 Yes Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows

Action: Experiment with the Column Finder tool. Try finding all tables
with columns that have a datatype of VARCHAR2(6) and all tables which
contain a column starting with the text “CUST”. You should also try and
use the Column Finder tool to find all tables which contain both
CUSTOMER_ID and INVOICE_NUMBER columns.
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Chapter 11
Extraction Set Design (Reference Tables)

The extraction set we are building is nearly complete and at this point should
be identical to the QuickStart_5 extraction set that is installed with the
DataBee software. If you are not confident that the extraction set you have
built in the previous chapters is correct feel free to use the supplied
QuickStart_5 extraction set for the exercises in this section. The
QuickStart_5 extraction set can be found in the DataBee Extraction

and Loader Sets subdirectory just below the DataBee installation
directory.

The QuickStart_5 extraction set now contains a number of rules - some
added manually and some which enforce foreign key integrity constraints.
Only one rule actually directly selects rows from the database. This rule
(number 01-0020) extracts a random 25% of the rows from DTB_INVOICE

table. The DTB_INVOICE table is the Driver table of the subset and all of the
other rules extract rows which are related to these initial rows.

11.1 Observe the Output of the QuickStart_5 Extraction Set

Action: If you have not already done so, run the QuickStart_5

extraction set (or its equivalent if you are building your own) in the Set
Extractor application. Observe the rows that are retrieved for each table.
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The run of the QuickStart_5 set should have extracted rows for the
following tables.

Figure 11.1 – Extracted Row Counts for a Run of the QuickStart_5 Set.

11.2 When is an Extraction Set Complete?

How do we know when the development of an extraction set is complete?
An extraction set is done when you are happy with it. In other words, the
task of developing an extraction set can be considered to be finished when
you have extracted referentially related rows for every table you wish to
have populated in the subset database. The Plan Match column can be used
as a quick check that the extracted row state for each table meets or exceeds
the extracted row state required by the Plan Type.

It can be seen from Figure 11.1 that only 3 tables in the schema now contain
no rows. Two of those tables (DTB_ITEM_X_CUSTOMER_AGG and
DTB_INVOICE_LINE_HISTORY) were considered in the planning stage (see
Chapter 7), rejected as not being required in the subset schema and labeled
as No Rows. Since the presence of data in these two tables is irrelevant to the
subset environment we are building, we can ignore these two tables. Note
how both of those tables have a “Yes” in the Plan Match column.

There are four other tables with a “No” in the Plan Match column and one of
those actually received no extracted rows at all. Recall that during the
planning stage in Chapter 7 we decided that certain tables are reference
tables and are required to be present in the subset database in full. These

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 52 Yes Subset
DTB_WAREHOUSE_STOCK_LO 143 36 Yes Subset
DTB_WAREHOUSE_STOCK_HK 124 32 Yes Subset
DTB_WAREHOUSE_STOCK_LA 98 29 Yes Subset
DTB_POSTCODE 100 61 No All
DTB_SUPPLIER 90 61 Yes Subset
DTB_WEEKNUMBER 20 0 No All
DTB_DISCOUNT 11 4 No All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows
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tables were all marked with an “All Rows” in the Plan Type. The figure
below reproduces the relevant section of Figure 7.1 in Chapter 7.

Figure 11.2 – The Tables Required in Full from the Source Schema.

An ALL Rows rule is used to extract a full set of rows for a table – this is not
dissimilar to the use of a WHERE Clause rule with no limits. It is important
to realize that, although populating a table in full uses the same style of rule
as a WHERE Clause rule, which extracts rows for a Driver table, the intent is
quite different. The Driver table WHERE Clause rules are built at the very
start of the development of the extraction set and all other manually added
Table-To-Table rules are then used to populate tables with rows referentially
related to the rows in the Driver table. The ALL Rows rules, which populate
tables in full, are typically added at the very end of the development process
as a sort of “clean up” measure.

Actually, the ALL Rows rules which populate tables in full could reasonably
be added at any point in the development cycle since they execute in Stage 1
with the WHERE Clause rules. However, doing so just makes the test
extracts take longer than necessary. Remember that during the development
cycle, the extraction set is repeatedly run to test the effect of new rules. If the
rules which populate the reference tables in full are added too early in the
cycle then one has to wait during each test extract for those tables to extract.
It is far more efficient to get the rest of the rules working and add in the ALL
Rows rules which extract the reference tables in full at the very end of the
development cycle.

Full: In the subset schema, the following tables will be populated
with all of the rows that are present in the table in the full size
schema. These tables are usually reference tables that are
required in full no matter what other data is in the subset
environment.

DTB_DISCOUNT
DTB_INVOICE_STATUS
DTB_POSTCODE
DTB_WAREHOUSE
DTB_WEEKNUMBER
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11.3 Manually Adding an ALL Rows rule to Extract a Table in Full

It is quite a straight forward procedure to add a ALL Rows rule which will
extract a table in full. It is all done via the “New Extraction Rule” button on
the right hand side of the Set Designer main form. The procedure below will
guide you through the process.

1. Make sure the QuickStart_5 extraction set has been opened in
the DataBee Set Designer application.

2. Press the “New Extraction Rule” button which can be found on
the right hand side of the Set Designer application.

3. Select the “Create New ALL Rows rule” from the list of options
which pops up.

4. The New ALL Rows rule dialog box will start.
5. Select the table name you wish to load from the panel on the left

hand side.
6. Press the Save Rule button to save the new ALL Rows rule.
7. If you close the New All RowsRule dialog box and view the

rules on the Set Designer Extraction Rules tab you should be
able to see the newly created ALL Rows rule has now been
added to the list.

Action: Add a new All Rows rule to the QuickStart_5 extraction set
(or its equivalent if you are building your own) which populates the
DTB_WEEKNUMBER table in full.

Action: Save the QuickStart_5 extraction set and re-load it in the Set
Extractor application. Run the extract. Once complete, you should be
able to see that the new rule has caused all rows to be extracted for the
DTB_WEEKNUMBER table.
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Figure 11.3 – The New ALL Rows Rule Form.

11.4 Populating Tables in Full When Rows are Already Present

A rule populating the DTB_WEEKNUMBER table in full has just been added and
we can see that its extraction state now matches the plan. However, as
discussed in Chapter 7 (and listed in Figure 11.2) according to the plan there
are another four tables which must be added in full.

Figure 11.4 – Extracted Row Counts for the Tables Required in Full from the
Source Schema

As Figure 11.4 shows, the remaining four tables we wish to extract in full
already have some rows extracted. These rows are probably present to fulfill
foreign key requirements and are the absolute minimum required in order to

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_POSTCODE 100 61 No All
DTB_WEEKNUMBER 20 20 Yes All
DTB_DISCOUNT 11 4 No All
DTB_INVOICE_STATUS 4 3 No All
DTB_WAREHOUSE 4 4 Yes All
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enforce referential integrity within the extraction set. We wish to populate
these tables in full, not because the rows are required for the existing data –
but to support rows which may be added at a later date.

For example, there are four DTB_INVOICE_STATUS rows in the source
database which implies four different types of invoice status. The existing
rules and initial WHERE Clause rule population of the Driver table have
only caused three rows to be extracted for the DTB_INVOICE_STATUS table in
the subset. A user of the subset environment could never create an invoice
with the fourth (missing) status because the DTB_INVOICE_STATUS table in
the subset schema does not contain the information. We must populate the
DTB_INVOICE_STATUS table in full in the subset to ensure that the schema
fully supports the addition of future types of information.

A table is populated in full with a ALL Rows rule – how do we cope with
the fact that there are already rows extracted for some of the tables we wish
to target. The answer is simple: just ignore the already extracted rows and
add the ALL Rows rule as if the table were empty. Some of the incoming
rows added via the ALL Rows rule will, of course, be duplicates of the
existing rows. The Set Extractor application will notice this and simply
discard them. Sifting out duplicate rows is very much DataBee’s problem
and you never need to worry about it.

11.5 Adding “Safe” ALL Rows rules

As seen in the section above, tables can be extracted in their entirety through
the use of ALL Rows rules. Setting up an ALL Rows rule requires a bit of
care because if the table is a source in a Table-To-Table rule, then extracting
all rows for it can often cause the extract of all rows in the target table. This
may not likely to be desirable and can lead to a massive increase in the
number of extracted rows. What is needed is a tool which indicates which
tables are safe for ALL Rows rules and which are not - and that is exactly
what the Safe ALL Rows Rule Generator tool does.

Note: The usage of the word "Safe" in the context of ALL Rows rules simply
means that if all of the rows are extracted from the table there will be no
unknown follow on effects regarding the number of rows extracted for other
tables. In other words, a table is safe to extract in full if doing so will not
cause rows from other tables to also be extracted.
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The Safe ALL Rows Rule Generator tool enables the creation of ALL Rows
rules on tables that are "Safe" The tool will filter out all tables which are
parents of rules and present only those which can be extracted in their
entirety with no complications. The Safe ALL Rows Rule Generator tool can
create multiple ALL Rows rules at the single push of a button.

The Safe ALL Rows Rule Generator determines which tables are safe to
have ALL Rows rules applied to them by examining the dependent
extraction rules of that table. If a table is not the parent in any Table-To-
Table rules then it is inherently safe to extract all rows for it. However, if a
table is the parent in Table-To-Table rules it may still be safe to extract all
rows for it. For example, if all of the target tables involved in the Table-To-
Table rules already have ALL Rows rules applied to them then it is also safe
to extract all rows for the parent table. This means the safe tables listed on
the display can change depending on the ALL Rows rules previously
implemented. As more ALL Rows rules are added, then more (and different)
tables might appear in the display since they have now become safe for
apply ALL Rows rules.

11.6 Adding ALL Rows rules in Bulk

Returning to the build of the extraction set, we now wish to add four new
ALL Rows rules to populate the remaining four reference tables in full.
Since we know from the plan the names of the tables we wish to populate we
could just repeat the procedure of Section 11.3 and manually add 4 new ALL
Rows rules – one for each table. However, these tables are clearly involved
in Table-To-Table relationships and we want to take care not to add ALL
Rows rules which could cause other rules to activate. The procedure below
will guide you through the process of using the Safe ALL Rows Rule
Generator tool to add multiple ALL Rows rules to the extraction set.

1. Make sure the QuickStart_5 extraction set has been loaded into
the DataBee Set Designer.

2. On the Rule Tools tab select the Safe ALL Rows Rule Generator
button.

3. The Safe ALL Rows Rule Generator form will start.
4. All tables known to the extraction set which can be extracted in

full with no follow-on effects are considered “Safe” to extract and
are listed in the panel on the left hand side.

5. Choose the “Tables marked ALL in the plan” option and press the
“Refresh” button.
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6. The table list in the left hand panel will change to show only those
tables designated to be taken in full.

7. Select each table in turn or press the “Select/Unselect All” button
at the bottom of the dialog box.

8. Create the ALL Rows rules in bulk by pressing the “Generate
Rules” button at the bottom of the dialog box.

9. If you close the Safe ALL Rows rule Generator form and view the
rules on the Set Designer Extraction Rules tab you should be able
to see the newly created ALL Rows rules have now been added to
the list. They will activate in stage 1 with the WHERE Clause
rules.

Figure 11.5 – The Safe All Rows Rule Generator Tool.

Action: Add (in bulk) the four new WHERE Clause rules to the
QuickStart_5 extraction set (or its equivalent if you are building your
own) which populate the DTB_POSTCODE, DTB_WAREHOUSE,
DTB_DISCOUNT and DTB_INVOICE_STATUS tables in full.

Action: Save the QuickStart_5 extraction set and re-open it in the Set
Extractor application. Run the extract. Once complete, you should be
able to see that the new rules have caused all rows to be extracted for the
DTB_POSTCODE, DTB_WAREHOUSE, DTB_DISCOUNT and
DTB_INVOICE_STATUS tables
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The run of the QuickStart_5 set should now have extracted rows for the
following tables (Figure 11.6).

Figure 11.6 – Extracted Row Counts for the Final Run of the QuickStart_5 Set.

11.7 Chapter Summary

This chapter demonstrated how an ALL Rows rule could be added to extract
all rows for a table. Usually all rows are extracted for reference tables so that
inserts of data items not currently contained in the subset can be supported.

There is no need to be concerned about any existing rows in a table when
populating a table in full. The DataBee Set Extractor application
automatically removes all duplicates.

ALL Rows rules can be added in bulk using the Safe All Rows Rule
Generator tool. There is a specific option on that tool which can restrict the
display to those tables marked All Rows in the plan.

Table Name Source Rows Extracted Rows Plan Match Plan Type
DTB_INVOICE_LINE 1000 200 Yes Subset
DTB_ITEM_X_CUSTOMER_AGG 459 0 Yes No Rows
DTB_INVOICE 300 75 Yes Subset
DTB_INVENTORY_ITEM 290 112 Yes Subset
DTB_WAREHOUSE_STOCK_NY 168 52 Yes Subset
DTB_WAREHOUSE_STOCK_LO 143 36 Yes Subset
DTB_WAREHOUSE_STOCK_HK 124 32 Yes Subset
DTB_WAREHOUSE_STOCK_LA 98 29 Yes Subset
DTB_POSTCODE 100 100 Yes All
DTB_SUPPLIER 90 62 Yes Subset
DTB_WEEKNUMBER 20 20 Yes All
DTB_DISCOUNT 11 11 Yes All
DTB_CUSTOMER 10 9 Yes Subset
DTB_INVOICE_STATUS 4 4 Yes All
DTB_WAREHOUSE 4 4 Yes All
DTB_INVOICE_LINE_HISTORY 0 0 Yes No Rows
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Chapter 12
Extraction Set Design (Conclusion)

In Chapter 5 (Extracting and Loading a Test Subset Schema) you performed
an extract and load from the DataBee demonstration schemas using a pre-
prepared extraction set named DataBee_Sample_Schema.ExtractSet.
This extraction set was designed to create a subset database based on an
initial extract of a random 25% of the DTB_INVOICE table.

The focus then changed from the running of an existing extraction set to the
procedure you would use to build your own. Chapters 6 through 11 took you
through the process of planning, designing and building an extraction set to
extract rows from the DataBee sample schema. Each chapter was designed to
illustrate a new technique which can be applied to the building of an
extraction set for any schema. If you have been working through the chapters
in order the extraction set you have built will now be identical to the
DataBee_Sample_Schema.ExtractSet extraction set.

Once an extraction set has been built for a schema, the extract and load
process is a very simple push button operation. The design and build process
for an extraction set will, necessarily, be different for each schema structure.
However, it is important to realize that an iterative, “add a rule and test”
approach is usually the most effective way of building an extraction set.

Important Point: An iterative “add a rule and test extract” approach is
usually the most effective way to build an extraction set. If you find that
you cannot populate a table because all suitable candidate tables for a
join have no extracted rows then simply leave it for another iteration in
the “add rule and test extract” cycle. Choose another suitable candidate
table - as more and more tables receive extracted rows it will become
easier to generate rules which populate the remainder.
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12.1 Browsing Rule Relationships

A number of tools which help you discover and add new extraction set rules
have been discussed in the preceding chapters. There is one remaining tool
which has not been discussed. This is the Who-Loads-What tool which,
strictly speaking, is more of a relationship browsing tool than a rule
discovery tool.

As rules are added to the extraction set the tables quickly form a web of
relationships. These relationships can be viewed in a “Rows in TableA
requires rows to be in TableB” type of parent-to-child relationship. The
Who-Loads-What tool enables you to view these relationship chains and see
which tables a specified table is involved with.

Action: View the tutorial Using the Set Designer Who-Loads-What Tool.
See Appendix B for more information on starting the DataBee tutorials.
Then experiment with the Who-Loads-What tool on the Set Designer
Rule Tools tab to view the relationship chains in the
DataBee_Sample_Schema extraction set.
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Chapter 13
Loader Set Design (Building A Loader Set)

The DataBee software is designed to build smaller copies of large Oracle
databases. In order to figure out which tables to access and which rows to
load, DataBee needs information about the target schema it is dealing with
(tables, table columns, existing foreign key constraints etc.) and the location
of the source data. It also needs to be able to record user specified load
requirements.

The collection of information about a target schema, its structure, connection
details, data source and defined loader rules is called a loader set. A loader
set is built and maintained by the DataBee Set Designer application.

Loader sets are built with the DataBee Set Designer application and executed
with the Set Loader application. The Set Loader needs to have access to a list
of ROWIDs of the rows in the source schema which will need to be copied
to the target. The DataBee Set Extractor application builds the ROWID list
during the execution of an extraction set. The two tools work together to
create a referentially correct subset database. It is possible to load many
target schemas from the results of a single extraction run.

13.1 Building a Loader Set

Loader sets are simple to build - much simpler than extraction sets. The
recommended method of building a loader set is to use the New Loader Set
Wizard in the Set Designer application. This wizard uses much the same
procedure as the New Extraction Set Wizard (discussed in Chapter 6) which
creates new extraction sets. The following procedure illustrates the creation
of the basic structure of a loader set.
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Loader sets are, in general, much simpler than extraction sets. When the New
Loader Set Wizard completes, all of the typically required rules will have
been built and populated.

13.2 Loader Set Rules

A loader set is a container for the source and target connection information,
the table/index/foreign key structure details and for the loader rules which
control the load activities. All of this information is encoded in the loader set
in the form of rules. Because loader sets are required to perform unique
actions, they will have different rules to those seen in extraction sets.

Action: Use the steps below to create the basic structure of a loader set
for the sample schema.

1. Start the Set Designer application and launch the New Loader Set
Wizard.

2. Fill in the information on the Source User Connection, Source
Database Version panels and fetch the schema structure using the
Fetch Schema Structure panel in exactly the same way as was
done for the build of the extraction set (see Chapter 6).

3. DataBee requires a temporary table to be present in the target
schema and the next tab suggests it be created. The Create button
on the next panel will create them automatically or the View DDL
button can be used to generate the table creation statements to
which custom tablespace and storage clause information can be
added.

4. The Target Connection Information panel determines how to
transfer the extracted rows from the source schema. The options
are to use a database link or to use a direct schema-to-schema
copy.

5. If you chose the Database Link option on the Target Connection
Information panel the next panel requests the name of the
database link. Otherwise the name of the source schema is
requested

6. The New Loader Set Wizard Complete panel indicates the wizard
has now finished. It is recommended that the new loader set be
saved once this panel is closed.
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One key rule, called a Rule Controller, describes the schema into which the
data will be loaded and also provides the connection information for the
schema which contains the extracted source data. The Rule Controller also
contains the schema structure (tables, indexes foreign keys) and has
dependent rules which describe the load actions. Every loader set has at least
one Rule Controller and it is possible to define more than one. Every other
type of loader rule has a parent Rule Controller and will execute in the
schema defined within that Rule Controller.

Other than the Rule Controller and the Command rules, all of the other rules
which can be configured in a loader set are of a type known as manager
rules. Manager rules encapsulate a large number of actions and perform
those actions in parallel. If you are unfamiliar with DataBee manager rules
we strongly advise reading the short What Is A Rule Manager help file easily
found from the DataBee software main help menu.

The following is a brief summary of the rules which can be configured in a
loader set. Each rule has its own detailed help file and a slightly longer
summary can be found on the New Loader Rule Form help page.

13.2.1 Rule Controllers

A Rule Controller contains login information for the target schema and as
well as the schema structure information for the target schema. Rule
Controllers tell their dependent loader rules which database and schema they
should connect to in order to perform their actions. The Rule Controller in a
loader set also contains the connection information of the source schema
which contains the extracted rows. This connection information can be the
name of a database link if the data will be pulled from though a database link
or the name of the source schema if a direct schema to schema copy is to be
used. Usually only one Rule Controller is created in any loader set. It is
possible to create a loader set with multiple Rule Controllers and to load the
data which supports referential relationships between them. However, this is
a very advanced topic and you should definitely contact DataBee Support
prior to implementation.


